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One-level accounts of consciousness have become increasingly popular (Dretske 1995, Tye 1995, Siewert 1998, Thomasson 2000 and 2005, Lurz 2006, McGinn, this volume). By a ‘one-level’ account I mean an analysis of consciousness according to which consciousness is fundamentally a matter of awareness of a world —and does not require awareness of our own minds, mental states, or the phenomenal character of these. As Fred Dretske puts it “Experiences and beliefs are conscious, not because you are conscious of them, but because, so to speak, you are conscious with them” (1993/1997, 785).

Such one-level views of consciousness have been drawn out primarily in opposition to higher-order views that take conscious states to be those of which we are aware, and some of the motivation for one-level views comes from increasing recognition of the problems higher-order views face. But they are also drawn out in opposition to inner-awareness views that take states to be conscious not in virtue of being the objects of other mental states, but rather in virtue of carrying a ‘secondary awareness’ of themselves as well as a primary awareness (normally) of objects or situations in the external world.


One-level views, however, are not merely motivated by considering the problems of opposing views; they also seem to fit well with certain intuitive features of consciousness. Foremost among these is the apparent transparency of our conscious states—as Michael Tye puts it: 
Visual experiences… are like… sheets of glass. Peer as hard as you like via introspection, focus your attention in any way you please, and you will only come across surfaces, volumes, films, and their apparent qualities. Visual experiences thus are transparent to their subjects. We are not introspectively aware of our visual experiences any more than we are perceptually aware of transparent sheets of glass. If we try to focus on our experiences, we ‘see’ right through them to the world outside. (forthcoming, p.8)


Since one-level views of consciousness hold that states may be conscious without our having a special awareness of some intrinsic phenomenal features of those states, they have often provided hope that we need offer no separate account of what phenomenal features are, beyond those features of consciousness that enable us to be aware of the world—its representational features. Thus the most prominent one-level views in recent philosophy of mind have been representational views of consciousness—that is, views according to which the phenomenal character of conscious states is either identical to or supervenes on the representational content of those states (Tye forthcoming, 4). The former view—that the phenomenal character of conscious states is identical to their representational content (that perhaps meets further conditions) is known as ‘strong representationalism’, and has been by far the most popular version of representationalism, so when I speak of ‘representationalism’ below, it is the strong representationalist thesis that I will have in mind. 
Versions of strong representationalism have been defended prominently by Dretske and Tye, and both have developed the view with more ambitious goals than simply providing an analysis of consciousness that can account for transparency and avoid the difficulties of higher-order theories: they are prominently driven by reductive ambitions. The trickiest part of any reductive account of the mental has long been supposed to be reducing the phenomenal character of conscious states to something naturalistically respectable. Thus, the reductive hopes of recent representationalist views hinge on holding first that phenomenal character may be identified with certain forms of representational content, and then also arguing that representational content may be understood naturalistically, e.g. in physical or functional terms (Tye forthcoming, 4). 

On Dretske’s view, representations may be understood in terms of informational functions: an experience represents whatever property it has the natural (biological) function of indicating. This then is supposed to provide the basis for a naturalistic account of phenomenal qualities, or qualia: qualia are identified with those properties systemically represented in experience, and the properties systemically represented in experience are just those “the senses have the natural function of providing information about” (1995, 72). On Tye’s version of representationalism, the phenomenal character of a conscious mental state is just intentional (representational) content of a certain kind—namely, that which is poised, abstract, and nonconceptual (1995). In contrast with Dretske’s evolutionary function account, Tye holds a causal covariation account of representation: a state represents a property P just in case, in optimal conditions, it is tokened if and only if P and because of P (1995, 101). 

As has often been noted, however one-level theories more need not be reductive. First, acknowledging that conscious states need not include awareness of their own phenomenal character does not entail that there is no phenomenal character, or that this may be identified with representational character. Nor does even the strong representational thesis that phenomenal character is identical to representational content entail a reductive view of phenomenality (and thus of consciousness) unless it also provides a reductive view of representational content.

A much older tradition of one-level theories of consciousness comes out of the phenomenological tradition. The view that consciousness is fundamentally a form of world-awareness may be traced back to Brentano’s understanding of mental states as those exhibiting intentionality, having “direction towards an object” (1874/1995, 88).
 Attempts by the phenomenological tradition to understand consciousness in terms of intentionality certainly do not share the reductive ambitions of contemporary representational views, and some recent one-level views have been inspired more by their phenomenological than reductive representational predecessors (Thomasson 2000, 2005; McGinn this volume). 

Whether or not they are reductive in spirit, all one-level theorists incur a significant argumentative debt in denying that our conscious experiences must be experiences of which we are aware: All must provide some account of the source of our apparent knowledge of our own mental states, if this is not the product of a special form of awareness of them that is built into the very structure of consciousness. Much has been done to show how one-level theories may account for our knowledge of the representational content of our experiences, but these theories notoriously face difficulties in accounting for other aspects of our knowledge of our own experiences, including knowledge of the relevant sensory qualia and modes (seeing, hearing, etc.), moods and emotions, and attitudes (of belief, desire, intention, etc.) of our conscious mental states.

 
After providing a brief overview of the typical one-level approach to self-knowledge, I will address these problems in turn.  I will argue that the prospects are good for one-level views to provide an account of self-knowledge that can overcome both of these problems, by providing some suggestions about how they might do so. Nonetheless, I will argue that they can do so only at the cost of giving up any reductive ambitions: one-level views cannot both provide an adequate account of self-knowledge and have plausible hopes of succeeding in the reductive ambitions typical of recent representationalist accounts. If correct, this gives us reason to prefer, and continue to pursue, non-reductive one-level theories of consciousness

I.  Outer Observation Approaches to Self-Knowledge
Since they deny that consciousness requires any direct observation or awareness of our mental states as objects, one-level views of consciousness are typically conjoined with what I have elsewhere called ‘outer-observation’ views of self-knowledge, holding that our apparent knowledge of our own mental states is not based in observation of those states themselves, but in awareness directed outwards, towards the world (2005, 119-120). On outer-observation views, our apparent knowledge of ways the world is may somehow be utilized or transformed to yield knowledge of ways we are experiencing the world. 
Dretske develops one of the earlier outer-observation views in the recent literature, arguing that knowledge of our own mental states is a form of ‘displaced perception’, much like learning about one’s weight by perceiving the reading on a scale (1995, Chapter 2). In cases of displaced perception, there is sensory representation of something else (the scale) by means of which we acquire conceptual, non-sensory knowledge of something else (my weight). So similarly, by sensorially representing the blue sky, I may acquire conceptual knowledge that I am experiencing blue (1995, 44). 
However, as Dretske himself notes, there are two important differences between our acquisition of self-knowledge and straightforward cases of displaced perception: First, in standard cases of displaced perception, the original sensory perception of the object (the scale) has to be veridical if we are to use it in acquiring information about the target (my weight), but this is not so for introspection. I may acquire knowledge that I am experiencing blue whether or not my original sensory representation of a blue sky was veridical (1995, 60). Second, the ‘connecting beliefs’ that enable me to move from perceiving a certain reading on a scale to knowledge of my weight are defeasible (e.g. if I learn that the scale is not functioning properly). But the connecting beliefs that enable me to move from experiencing the world as being a certain way to knowing how I’m representing the world are not defeasible (1995, 61). 
These problems may be more significant than Dretske acknowledges, since they appear to undermine the very analogy that was supposed to make introspective knowledge comprehensible and non-mysterious. As David Sosa puts it: 

…introspection is different from displaced perception in just the ways that make the possibility of introspective knowledge mysterious in the first place: its relative independence with respect to knowledge of external facts, and its directness and immediacy. The challenge to the possibility of privileged self-knowledge remains. The difficulty with Dretske’s account could be put as follows: introspection is said to be an instance of displaced perception—only it’s not displaced, and not perception! (1997, 431)

Other outer awareness approaches to self-knowledge have been developed which do not artificially tie the idea to the (rather different) case of displaced perception (Shoemaker (1996), Thomasson (2005), Byrne (forthcoming)). In fact, as I have argued elsewhere (2005), some of the older, phenomenological one-level accounts of consciousness provide the basis for a different sort of outer awareness account of self-knowledge. Developing Husserl’s use of bracketing as the route to phenomenological knowledge, I have argued that one can understand self-knowledge as deriving from certain cognitive transformations from our first-order, normally world-oriented, experience. First, an experience (e.g. presenting a river as being before me) may be subjected to a reductive transformation (paralleling Husserl’s phenomenological reduction). In these reductive transformations (as in quoting someone’s testimony in court—moving from use of a sentence in a speech act to mention of it) we withhold commitment to claims about how the world-represented really is (e.g. about whether there really is a river before me—or indeed any external world at all), to make a claim ‘reduced’ in its commitments to merely make claims about how the world is represented as being. Given the rules of use for ‘appears’, ‘represents’, and the like, the reduced claim, that it appears as if there is a river (merely mentioning the content of the original experience) is guaranteed to be true provided the use of the original experience (in attempting to gather information about the world)—regardless of the latter’s veridicality (2005, 130). The output of the reductive transformation may be subjected in turn to a hypostatizing transformation, enabling us to move from ‘it appears as if there is a river’ to ‘there is a river appearance’. The output of this hypostatizing transformation enables us to refer to appearances and other experiences as ‘things’, and is guaranteed to be true provided the claim from which it is transformed is (2005, 131). These transformations must be performed from the first-person perspective that begins from the use of the original experience, and are available to anyone who has the relevant experience and competently grasps the rules of use for ‘appears’ (and ‘represents’ and the like), and their nominalizations (‘appearance’, ‘representation’…).
  

Outer-observation views along these lines have various advantages over higher-order and inner-awareness views that take self-knowledge to be based on a kind of observation or awareness of our own mental states (Dretske 1995, 58-9, Shoemaker ( )). For they enable us to explain certain features about self-knowledge that would otherwise be mysterious, e.g. why it should be that small children and animals, who plausibly have experiences, might lack explicit knowledge of these experiences (as they lack command of the mental and representational concepts used in making the relevant transformations). They similarly enable us to explain why certain sorts of mistake that are possible for cases of perceptual knowledge (e.g. mistaking one object for another) are not possible in the case of self-knowledge (e.g. mistaking one belief for another) (Shoemaker 1996). They can also explain the apparent protection from error enjoyed by first-person reports of these kinds (since they may remain true even where the original world-oriented experiences were not veridical) without committing us to any more extreme claims of infallibility (Thomasson 2005, 134).


But while outer-observation views do well at describing how we can move from representing the world in certain ways, to having knowledge of how we are representing the world, and thus at explaining how we can have first-person knowledge of the representational content of experience, they face far greater difficulties in accounting for first-person knowledge of other apparent aspects of experience. First, our conscious experiences have long been thought not only to represent the world as being certain ways, but also to have a phenomenal content capturing what it is like to have a certain kind of experience (to see red, to be angry, to feel depressed). Second, our experiences not only involve a representational content, but also carry that content in a certain attitude or mode of representation, marking the difference among, e.g. sensory modes via which the world may be represented (seeing versus hearing or feeling that there is a river before me) and attitudes towards the representational content (believing that I have a glass of water versus desiring that I have a glass of water versus intending to get one). 


The basic strategy for a one-level view is to try to show how we can acquire knowledge of these features somehow via the awareness of the world that consciousness provides—again, through transformations that enable us to begin from first-order world-directed experience and reach back to a cognitive grasp of these features of consciousness. I will begin by addressing the sensory issues, including sensory qualia and sensory mode, since these have been much more discussed in the literature, considering what options are available to the one-level theorist, and what the consequences are for reductive versions of representationalism. I will then turn to what I take to be even more formidable problems in accounting for knowledge of moods and attitudes, where the form of the problem for the would-be reductive representationalist becomes even more evident.
II. Knowledge of Sensory Qualia and Sensory Mode
If we allow that experiences have phenomenal character, or that they possess certain intrinsic qualitative properties or qualia, how can we acquire knowledge of their phenomenal or qualitative content as well as their representational content? How can I know not just how I am presenting the world, but that I am having a state with this kind of visual phenomenal feel?

To their credit, representationalists have dedicated a great deal of effort to addressing this problem. The basic strategy is to identify qualia with features of the object perceived rather than (as has been traditional) assuming that they are features of the perceiving states. This fits well with the idea that consciousness normally makes us aware only of features of the world perceived, not of our own mental states. Of course, difficulties arise given the fact that we may have conscious states that present the world as having certain colors, tones, or smells, even when there is no external object possessing these features at all—indeed even when there is no object being perceived. So instead of identifying qualia with the features of the object actually perceived, they are instead identified with those features an object-perceived would have if the experience were veridical, and so if the state were representing the world correctly (Dretske 1995, 83-4). Given his evolutionary function account of what properties experiences represent, Dretske’s view may be put more precisely as holding that qualia are the properties that states of that type have the natural function of providing information about (1995, 72). 

Thus the supposed quale of blue is just the property in the world (blueness, say) that our blue-representing experiences have the natural function of providing information about; “there is no more to the quality of one’s experiences in experiencing blue than there is to the color blue since the color blue is the color of one’s experiences” (Dretske 1995, 85). 

The supposed qualia of experiences, then, are supposed to be made safe for naturalistic reduction by being identified with external qualities of the world represented in consciousness—those the state has the function of indicating. But if that is the strategy, note that the property represented, say, blueness, must be identifiable independently of the propensity to produce certain types of subjective experience (Dretske 1995, 89-90)—or else the nature of the experience could not be reductively defined in terms of the property represented. Tye discusses the problem directly:

On the face of it, colors and other ‘secondary qualities’ (smells, tastes, and sounds, for example) pose a special difficulty for the theory I have been developing. If these qualities are subjective, or defined in part by their phenomenal character, then what it is like to undergo the experiences of such qualities cannot itself be understood in terms of the experiences’ representing them. That would create an immediate vicious circle. (1995, 144). 

Thus representationalists with reductive ambitions must not merely understand qualia in terms of properties of the world-as-represented: they must also hold that these properties are themselves understandable in objective, physicalist terms, without appeal to the sorts of experience they are disposed to produce. As Tye again writes: 

Something has to go: either the phenomenal character of color experiences is not to be understood in the way I am proposing or partly subjectivist approaches to color must be rejected. Not surprisingly, I favor the latter alternative. (1995, 145).
Tye suggests identifying the color of a surface with “an ordered triple of the reflectances of the surface with respect to light in these three wavelength bands [short, medium and long]” (1995, 146). In response to the same problem, Dretske argues that blueness, say, should be understood as whatever objective property (in our evolutionary ecological niche) it was the function of the system to provide information about—even if, in the currently changed ecological structure, it also represents an infinite variety of different objective properties as being ‘blue’ (1995, 90-93). 

This commits each of them to a (different) controversial understanding of color, and requires each to dismiss dispositional approaches, or any others that involve treating color, sound, smell, and the like as genuinely secondary properties. As Colin McGinn writes: 

The fact is that Dretske is committed to a highly unattractive view of colour by his general conception of sense experience; in effect, he has to deny that there are secondary qualities, assuming that colours and the rest are really identifiable with the primary properties of perceived objects (1997, 534-5).

Dretske and Tye each take pains to (at least briefly) defend their own controversial view of the nature of color—but it is not problems for their understanding color that I wish to focus on here. Instead, what I will focus on is problems that this understanding of color (and other reputedly secondary qualities) leads to for understanding first-person knowledge. 

The problem of how we can know what it is like to have experiences with certain qualia—say, what it is like to see red, or to be a dogfish (which experiences distortions in electrical fields via an electromagnetic sense)—is supposed to be addressed by the representationalist suggesting that we know what it is like to see red, or to sense distortions in electrical fields, by knowing what properties are represented by these experiences: by knowing what redness is, or knowing about shapes of electrical fields. This all seems plausible enough when we think of redness as we know it through our experience—full-blown phenomenal redness, redness as it shows up to us in experience. Knowing what it is like to see red, it seems plausible, is just a matter of knowing what this visible quality of redness is like. 

But as McGinn points out (1997, 535), if we take seriously the idea that the properties represented, say colors, are just objective, physical primary qualities, it becomes doubtful whether this can after all provide the understanding of qualia we were looking for. For the pressure behind qualia-based arguments against reduction can be rephrased in terms of the qualities of the world perceived rather than supposed intrinsic qualities of experience. Rephrased, the point is that however deep the color-scientist Mary’s understanding may be of the primary qualities in the world that underlie color perception (say, ordered triples of reflectances), as long as she remains in the black-and-white room, she lacks understanding of what redness as we perceive it in the world, as the secondary quality possessed by apples and cherries, is like.

Similarly, Dretske’s claim that we can know what it is like to be a dogfish by just knowing what properties the electrical field is represented as having seems far less satisfying if we note again that, on Dretske’s view, these must be confined to objective, primary qualities of objects. As McGinn writes: 
The problem with this story, however, is that it assumes that all the properties of the perceived field are primary qualities such as shape, size, and so on. But the dogfish will also perceive the field to have certain secondary qualities, and the trouble is that these will not be known to us unless we perceive them, too. (1997, 535).

In short, the reductive representationalist must not only deny that there are qualia considered as directly perceived intrinsic features of our experiences, she must also reject the idea that there are distinctively phenomenal qualities in the world represented by us, reducing these to their objective, physical bases. But doing so undermines the apparent ability of the one-level view to account for our knowledge of the phenomenal character of our experiences via transformations backwards from the apparent phenomenal properties of the world as we perceive it. 


These problems the reductive representationalist faces for an account of first-person knowledge also lead to difficulties in accounting for knowledge of the sensory mode of our experiences, difficulties that must be faced even by those who insist that knowing what red is like may be exhausted by knowing what, say, ordered triples of reflectances are like.
The basic problem is this: how can we know, not just how we are representing the world as being (e.g. the representational content of our experience), but also its sensory mode: whether we are seeing, hearing, or feeling that there is a river before us? This is a problem all one-level theorists face, as it is part of the more general problem of accounting for our knowledge of the attitude or mode of experiences as well as of their contents. 
While more work may need to be done to fully defend their suggestions, representational theorists on the whole are not without resources to deal with this problem. The strategy, as always, has to be to try to account for this knowledge by way of knowledge of the properties the world is represented as having. And the most promising route seems to be to allow that there are distinctively visual, auditory, olfactory, etc. properties. Then there is room to argue that, in representing the world as possessing these properties, and also possessing the concept of vision, hearing, smell, etc. (and knowing that they are constitutively tied to the presentation of their distinctive range of colors, pitches, or reeks), we are in a position to know that we are seeing, hearing, or smelling the world as being thus and so. 

Alex Byrne develops one such one-level solution. His general strategy is to account for self-knowledge by appealing to certain rules that enable us to move from claims about the world to claims about our mental states.
 So, for example, to arrive at knowledge of what one believes, one may follow a rule such as: 
BEL: If p, believe that you believe that p (forthcoming, 26)

Of course it does not in general follow from something’s being the case that anyone believes it, so this might at first glance seem a shoddy rule of inference. But as Byrne notes, in the first-person case: 

One is only in a position to follow BEL by believing that one believes that p when one has recognized that p. Even if it is true that there is a tree before one, one cannot follow BEL by believing that one believes that p unless or until one has recognized that there is a tree before one. And recognizing that p is (inter alia) coming to believe that p. (forthcoming, 27).
As a result, provided it is to be followed from the first-person perspective: “BEL is self-verifying in this sense: if it is followed, the resulting second-order belief is true” (forthcoming, 28). 

This strategy is not as easy to use, however, for demonstrating how we can acquire knowledge that we see, hear, or smell something as it is for showing how we can acquire knowledge of what we believe. We cannot simply adopt the rule ‘If p, believe that you see that p’, since that would enable us to move from first-order thoughts (that p) that are entirely non-visual to conclusions about what we (perceptually) see (Byrne forthcoming, 31). To make something like the original strategy work, Byrne argues, we must limit the input to the rule (the content of ‘p’) to a specific kind of content: visually distinctive contents that, e.g. present objects as occluding each other, having different colors and illumination gradients, etc. (Byrne forthcoming, 31-2). Calling these ‘V-contents’, and using ‘p’ as replaceable only by sentences expressing V-contents, Byrne argues, we can then state the rule for ‘SEE” as:

SEE: If p, believe that you see that p. (forthcoming, 33)

This enables us to move from distinctively visual scenes observed to knowledge of what we see.


Something like this is clearly the sort of strategy any one-level theorist should pursue, enabling us to use the distinctively visual, auditory, or olfactory features of the world perceived to transform back into knowledge not only that we are representing the world as having those features, but that we are seeing, hearing, or smelling it as being that way. For anything like this strategy to work, then, we must begin from contents that characterize the world at least in part in terms of features distinctive to a single sense modality (vision, hearing, touch, smell, taste). 

But if the reductive representationalist must ultimately understand colors (the prime candidate for visually distinctive features) as primary qualities, then they cease to be visually distinctive. There is no reason, in principle, why the feature of having a certain ordered triple of reflectances should not be equally well represented via other means. 
The reductive representationalist has avenues of reply available to some worries like this. First, Tye insists that the phenomenal character of a state is not just any representational content; instead it must be poised, abstract, nonconceptual intentional content. Thus, even if the relevant ordered triples of reflectances are represented by the blindsighter, say, these representations are not sufficiently poised, and so do not count as phenomenal contents (visual or otherwise). Similarly, if the color scientist Mary represents ordered triples of reflectances conceptually through her grasp of scientific theory, she still does not have the relevant phenomenal content (visual or otherwise).

Clearly, though, as reductive representationalists admit, standard primary qualities such as shape admit of being nonconceptually (and poisedly) represented via more than one sense-modality, e.g., we can feel as well as see that something is square (Tye 1995, 157). Intuitively, the experiences of feeling versus seeing that something is square differ phenomenally though both involved poised, abstract, nonconceptual contents representing the same property. The reductive representationalists typically handle this problem by appealing to the total phenomenal character of each experience, insisting that, in seeing that something is square, certain properties are also (nonconceptually) represented (e.g. color, brightness, etc.) that are not so represented by the tactile experience, and vice versa (Tye 1995, 157). 
While this might seem satisfying as a first pass, notice that if we really take seriously the idea that features like color and other supposedly secondary qualities are really just objective, primary qualities, there is certainly no reason in principle why they could not (like shape) be nonconceptually represented by other sense modalities (though in fact, humans do not represent ordered triples of reflectances other than via their visual systems). So there is no reason in principle that other creatures could not represent the same total features of a scene as we do by vision, via other sensory modes entirely (enabling them to detect reflectance, occlusion, shape, and other properties via other means), and transform this to (falsely) believe that they are seeing the world as being thus and so. 
In short, transformations from observing the world as having essentially visually distinctive phenomenal qualities to knowing that I am seeing the world as being that way seem quite promising as the route to knowledge of the modes (as well as representational contents) of our experiences. But if all qualities represented are really primary qualities, there are no essentially visual properties—nor essentially olfactory or auditory properties. But if that is the case, we cannot use the observation of visually distinctive properties in the world as the basis for transformations that enable us to know that we are seeing the world as being a certain way. 
So while one-level views apparently have the resources to show how we can acquire knowledge of the sensory mode via which we are representing the world (as well as of the representational content utilized), it seems that reductive representationalists cannot avail themselves of the same approach. In fact, Dretske seems committed to denying that we have any knowledge of the sensory mode via which we are representing the world. For he denies that we have first-person knowledge of anything except how we are representing the world as being—we do not, he argues, have first-person knowledge of the facts that we are representing the world, nor of the attitudes or modes via which we represent it (Dretske 1995, 54-57).
 Given what has come before, this refusal is presumably not accidental. Nonetheless, to give up the idea that we do know not only how we represent the world, but also that we are seeing it, hearing it, etc. as being certain ways, is to give up a lot about what we intuitively think we know via first-person means.
III. Knowledge of Mood and Attitude
It is not just in the case of sensory experience that problems arise in accounting for our knowledge of the phenomenal character and modes of experience. There also seem to be distinctive ‘feels’ involved in, e.g., having moods or emotions of particular kinds—thus we can ask how we can acquire knowledge of what it is like to feel depressed, elated, or frightened. And just as the world may be represented via a variety of sensory modes, so also may our states conjoin representational content with a variety of attitudes—so we can ask how we may acquire knowledge of the fact that we are believing, desiring, intending, or fearing that p. While one-level accounts have done a good job of explaining how we may acquire first-person knowledge of the representational contents of our mental states without taking us to be aware of these as objects, far less has been done to explain how we can also come to know (from a first person point of view) the attitude with which it is represented. 


These issues, like those of knowing sensory qualia and mode, turn out to be interrelated. I will treat them in turn. While the issues in many ways parallel those of section II above, certain problems for the reductive representationalist come immediately to the fore here that might more readily be left behind the scenes in the sensory case. 

How is it that (from a first-person point of view) we can acquire knowledge of our own moods or emotions? The strategy for the one-level theorist again, it seems, must be to acknowledge that even in these cases, what we are directly aware of is features of the world-as-presented by our experience—not, say, some intrinsic quality of the experience of depression or elation—and that we can acquire knowledge of the mood or emotion somehow via transformations backwards from the ways in which the world shows up to us. But what might these features of the world-as-presented be, which make possible reverse transformations to knowledge of our own moods?
One common strategy—that adopted by Michael Tye—treats emotions such as anger as compounds of beliefs (say, that it is raining again) and feelings (the feeling of anger) (1995, 125). The latter, these felt moods and emotions, are widely supposed to have intrinsic, immediately ‘felt’ qualia—a view that would run against one-level approaches to consciousness generally (not just reductive representationalist accounts). But Tye argues that the ‘felt component’ of moods and emotions should be understood as itself a sensory representation of certain bodily changes, e.g. (in the case of anger) raised blood pressure, flared nostrils, shallower breathing, altered immune system… (1995, 126). These felt changes in turn trigger certain cognitive reactions and behaviors, e.g. the desire to act violently (1995, 127). So emotions overall are understood as a complex of certain (belief-like) world-representations, sensory representations of changes in our bodily state, and functional dispositions to act in certain ways (or, in the case of moods, to engage in certain ‘styles’ of behavior) (1995, 130). 


But although this makes emotions and moods accessible (at least in part—all but the dispositional part) to first-person knowledge on a one-level account, it does not seem adequate to capture the phenomenology of having a powerful emotion or mood. If you make me very angry, say, by taking away funding from the graduate program I direct, I am not simply conceptually aware that the funding has been cut, and if I have sensory awareness of the changed state in my own body, that is very dim at best (in fact, it generally takes some maturity and shift of attention to recognize this). Moreover, even together, conceptual awareness of the fact that the funding was cut, and sensory awareness that my blood pressure is raised and nostrils flared, (etc.) do not seem sufficient to transform into knowing that one is angry—in fact, if I simply infer that I am angry based on these dispassionate world and bodily presentations, I seem to be in an unnatural state of detachment inconsistent with the normal experience of anger. 

I do not mean to suggest, however, the ‘felt components’ of emotions as non-representational qualia directly introspected. Instead, I think there are aspects of the way the world is presented that are characteristic of and essential to anger (and other emotions) that are typically used in self-knowledge of our own emotional states, and to which one-level theorists may appeal in explaining our self-knowledge. If I am truly angry, my awareness of the world is not confined to a belief-like representation of the simple fact that my funding has been cut. Instead of that—or that plus sensory awareness of changes in my body—the focus of my attention is likely to be on the injustice of having the funding cut, despite palpable improvements to the program, of the insulting nature of the way the news was delivered, and so on.

Emotions and moods characteristically make the world show up to us in certain ways: in anger an action shows up as unjust or insulting; in elation the world shows up as delightful; in depression, our situation shows up as hopeless and not worth bothering about.
 This is a view that (like one-level theories themselves) was originally developed in the phenomenological tradition, and has recently been revived by others influenced by the tradition.
 Sartre handles the emotions most directly writing: 

Affectivity as introspection reveals it to us is in fact already a constituted affectivity; it is consciousness of the world. All hate is hate of someone; all anger is apprehension of someone as hateful or unjust or faulty; to have sympathy for someone is to ‘find him sympathetic’, etc. (1943/1992, 435).
These characteristic ways in which the represented world shows up to us provide crucial input that those who learn to possess the relevant emotion and mood complexes may learn to use in making cognitive transformations, e.g., from noticing that their situation has been showing up as hopeless for some time, to grasp that they may be depressed. 
I do not wish to suggest that that is all there is to feeling an emotion—certainly some sensory representation of bodily changes may also (dimly) go along with it, and many emotional and mood terms also carry a functional commitment to certain causal relations to behavior. Nonetheless, it seems to be a crucial aspect of the way the world is represented in our emotional and mood states, and a critical part of the story in explaining how we may approach first-person knowledge of our own moods and emotions. In this respect, it parallels the solution suggested above about how we acquire knowledge of our sensory qualia via transformations from aspects of the worldly situation represented (e.g. its color). 
It is, however, no accident that Tye does not avail himself of this solution in the case of moods and emotions. For the world-features distinctively presented by emotional states are highly value-laden features: aspects of the world or our situation show up to us as unjust, insulting, delightful, or hopeless.
 The reductive representationalist, of course, must do more than just show that we can acquire knowledge of the phenomenal character of our experiences via knowledge of the properties represented; she must also show that the properties represented can be reduced to objective, physical properties. But if the task of reducing secondary qualities like color is difficult, that of reducing these emotive and value-laden properties like delightfulness and insultingness to objective physical properties (making no reference to kinds of experience) itself seems hopeless. So what seems to be the most promising strategy for one-level theorists to properly account for our knowledge of our own moods and emotions is unavailable to reductive representationalists. 
A similar strategy to that suggested above for handling the emotions also has promise of providing an inroad to the most vexing problem one-level theorists face in accounting for self-knowledge: How we can acquire knowledge of the attitude as well as content of our experience. As McGinn puts it:

…don’t I know by introspection that I am doubting something as opposed to believing it or desiring it or fearing it? I don’t know just the content by introspection; I also know the mode in which I am representing it. (1997, 536).
The strategy for the one-level theorist to account for this must again be to note that first-person knowledge of the attitude of the experience is somehow derivable from ways the world shows up to me in the experience. But to do that, we must not think of experience as presenting merely descriptive facts of the world.
 Instead, the difference between, say, believing that the grass is cut, and intending to cut the grass shows up in a difference between experiencing the grass as having been cut, and experiencing it as to be cut (by me). (In fact, the reason it is so relaxing to leave home on vacation seems precisely to be that, around our own homes and offices, dozens of repairs, chores, and other tasks continually press themselves upon us as to-be-done—by leaving home we at least temporarily escape (or hide from ourselves) their normative pull on us.) Clotilde Calabi (2006) has recently developed a similar view, arguing that the situations we perceive in the world may include ‘saliences’ that provide reasons for action—where these saliences are normative properties of objects (2006, 261). What I am suggesting is that such saliences may not only provide reasons for actions, but that our knowledge of our own intentions may be reflected back at us from perceiving such saliences in the world—from tasks that show up to me normatively (but with varying degrees of urgency) as to be done (by me).
Similarly, the difference between believing that there is a glass of water before me and desiring a glass of water might be captured roughly as the difference between experiencing there as being a glass of water there, versus a glass of water showing up to me as desirable, while the difference between believing that there is an alligator coming towards me and fearing that there is an alligator coming towards me might be captured as the difference between experiencing there as being a certain alligator, versus experiencing the alligator as scary.
 

Of course, a great many details need to be worked out before this can be claimed as providing an account of our first-person knowledge of attitudes. As of yet, I have only provided a suggestion of where a one-level theorist might look to find a way of understanding our knowledge of our own attitudes and emotions by working backwards from features of the different ways the world shows up to us in experience. Nonetheless, the crucial point to notice here is that the features of the world in question (awareness of which we can hope to transform into knowledge of our own emotions and attitudes) are essentially normative and emotive features: The task shows up as demanding attention, the water shows up as desirable, the alligator as scary. That is all well and good, but not for the reductionist: for again if providing an acceptable physicalistic reduction of color and other secondary properties is difficult, providing a similar reduction of normative and emotive features is—to say the least—daunting. Even those who hope to provide naturalistic reductions of ‘objective’ ethical properties might well shrink back from the task of similarly reducing such idiosyncratically perceived features as to-be-doneness, desirability, insultingness, and delightfulness.

 Together with the case of mode, rather than providing an account of how we can come to know whether we are believing, desiring, or fearing that P, Dretske simply denies that we have any first-person knowledge of the attitudes of our own experiences at all (1995, 54-56). On his view, we have privileged knowledge of the way things are represented (the representational content), but not of the fact that we are representing them, nor of how (with what attitude) we are representing them. For, he suggests, representational systems in general “have the function of supplying information about the world, not about themselves” (1995, 57), and so we should not suppose that minds (any more than other representational systems) carry information that they are representing or about the mode or attitude via which they are representing, rather than just carrying information about the way the world is represented (the content). But if that is the case for simple representational systems such as pressure gauges and thermostats, it seems on the face of it to provide a disanalogy with full-blown adult human minds—for we do seem to have some kind of privileged knowledge not just of how we are representing the world, but also of the attitudes we take towards this content. 
If I am correct that the most promising approach for accounting for first-person knowledge of our attitudes is not available to the reductive representationalist, Dretske’s move to deny that there is any such first-person knowledge (rather than trying to account for it) again may not be accidental. Nonetheless, to give up the idea that we have first-person knowledge, not only of what we are intending, desiring or fearing, but also that we are intending, desiring or fearing, is again to give up quite a lot of what we normally assume we know with some sort of first-person authority (cf. McGinn 1997, 536).

IV. Conclusion
As I and others have argued elsewhere, one-level views of consciousness seem to be onto something. First, they are well-suited for avoiding various pitfalls of higher-order and inner-awareness views. Second, they seem to be apt descriptions of the fact that our experience itself is normally transparent to us while it makes us absorbed in the features of the world it presents. A chief difficulty for one-level views lies in accounting for how we can come to know our own conscious states if we cannot assume that we are aware of these as objects. But, I have argued, plausible routes seem to be available for one-level theories to account for our first-person knowledge of various features of our mental states. Of course here I have only been able to sketch some options open to the one-level theorist, and much more work would need to be done to fully develop these sides of a one-level account of self-knowledge. Nonetheless, the prospects seem good for providing a more complete understanding of self-knowledge given the conceptual connections between features of the world as we experience it, and features of our experience of the world—conceptual connections that should enable us to transform our presentations of the former into knowledge of the latter. 
But it is important to notice that the conceptual connections hold first and foremost between features of the world-as-experienced and our experience of it: not between a purely objective, physical world and our experience. As a result, difficulties arise for reductive versions of representationalism which require reductive accounts of the features of the world represented in experience. The problems involved in offering a reductive account of color are difficult enough, and those for developing reductive accounts of all the normative and evaluative properties needed to feed into an account of knowledge of emotions, moods, and attitudes seem virtually insurmountable. 

The larger issue for the reductionist is whether this whole realm of connected concepts—those regarding the phenomenal world and phenomenal consciousness—can be successfully reduced. The prospects for providing a reductive representationalist view of consciousness are inextricably tied to the prospects for providing a naturalistic reduction of the phenomenal world in all its richness—with its apparent secondary properties, and its normative, evaluative, and emotive properties. And this must not only be done in a way that provides a suitable understanding of these properties, but also be done in ways that do not undermine the claims of the representational views to provide an understanding of phenomenal consciousness. While these prospects do not seem bright, they must of course continue to be evaluated as new suggestions emerge. 
Nonetheless, what I hope to have shown here is that we cannot hope to reduce phenomenal consciousness unless we also can reduce the phenomenal world. While there are clearly conceptual connections between the two, these may be part of a tightly linked conceptual circle, rather than providing a way out to a reductive understanding of the mind.
Works Cited: 
Brentano, Franz (1874/1995). Psychology from an Empirical Standpoint. Eds. Oskar Kraus and Linda L. McAlister. Trans. Antos C. Rancurello, D.B. Terrell and Linda L. McAlister. London: Routledge. 

Byrne, Alex (forthcoming). “The Puzzle of Transparency”. 

Calabi, Clotilde (2005). “Perceptual Saliences”, in Smith/Thomasson, eds.

Dretske, Fred (1995). Naturalizing the Mind. Cambridge, Massachusetts: MIT Press.

Dretske, Fred (1993/1997). “Conscious Experience”. In Chalmers (1997). Reprinted from Mind 102: 406, pp. 263-283.

Grice, Paul (2001). Aspects of Reason. Oxford: Clarendon Press.

Kriegel, Uriah (2003). “Consciousness, Higher-Order Content, and the Individuation of Vehicles”. Synthese 134: 477-504.

Kriegel, Uriah (2003b). “Consciousness as Intransitive Self-Consciousness: Two Views and an Argument”. Canadian Journal of Philosophy 33, no.1: 103-132.

Kriegel, Uriah (2004). “Consciousness and Self-Consciousness”. Monist 87, no.2: 182-205.
Lurz, Robert (2006). “Conscious Beliefs and Desires: A Same-Order Approach”. In Uriah Kriegel and Kenneth Williford, eds. Self-Representational Approaches to Consciousness. Cambridge, Massachusetts: MIT Press. 
McGinn, Colin (1997). “Missing the Mind: Consciousness in the Swamps”, review of Fred Dretske’s Naturalizing the Mind. Noûs 31: 4, pp. 528-537. 

McGinn, Colin (this volume). “Consciousness as Knowingness”. 
Sartre, Jean Paul (1943/1992). Being and Nothingness. Translated by Hazel Barnes. New York: Washington Square Press. 
Shoemaker, Sydney (1996). The First-Person Perspective and Other Essays. (New York: Cambridge University Press). 

Siewert, Charles (1998). The Significance of Consciousness. Princeton, New Jersey: Princeton University Press.
Smith, David Woodruff and Amie L. Thomasson, eds.  (2005) Phenomenology and Philosophy of Mind. Oxford: Oxford University Press. 

Sosa, David (1997). Review of Fred Dretske Naturalizing the Mind. Philosophical Review Vol. 106, No.3: 429-431.
Thomasson, Amie L. (2000). “After Brentano: A One-Level Theory of Consciousness”, European Journal of Philosophy Vol. 8 No. 2: 190-209.

Thomasson, Amie L. (2005). “First Person Knowledge in Phenomenology”. In Smith and Thomasson (2005). 

Thomasson, Amie L. (2006). “Self-Awareness and Self-Knowledge”. Psyche 12/2 http://psyche.cs.monash.edu.au/
Tye, Michael (1995). Ten Problems of Consciousness. Cambridge, Massachusetts: MIT Press. 
Tye, Michael (forthcoming). “Representational Theories of Consciousness”. In The Oxford Handbook of Philosophy of Mind. Eds. B. McLaughlin and A. Beckermann. Oxford: Oxford University Press. 
� Inner awareness views are traced back to Brentano (1874/1995) and recently defended by Kriegel (2003a, 2003b, 2004). For criticisms of inner awareness views, see my (2006).


� For claims that representational theories need not be reductive, see Chalmers 1997, 204; Warfield 1999, Neander 1998, Tye forthcoming, 4.


� Brentano, however, famously added the view that these mental states whose primary direction is towards the world include an ‘inner presentation’ of the states themselves as ‘secondary objects’. This shift to an inner awareness theory, however, was roundly rejected by Husserl (1913/2000, 543; cf. my 2005) and later phenomenologists. 


� Byrne (forthcoming) offers a somewhat similar understanding of self-knowledge as based on following certain rules that take us from claims about the world, to claims about how things look to us, what we believe, etc. 


� In this regard, it parallels my (2005) cognitive transformation account of self-knowledge, though I do not appeal to explicit rules of inference, focusing instead on relations among truth-conditions ensured by the rules of use of the terms in question.


� And to partial specifications of this, which simply describe certain aspects of the visual scene (Byrne forthcoming, 33). I’ll leave out this refinement above, since it is not essential to the points being made here). 


� For further discussion of this, see below and cf. McGinn (1997, 534).


� It is also plausible that—like sensations—they do so nonconceptually. This will enable us to distinguish between the nonconceptual representation of injustice that accompanies anger, and the dispassionate assessment of injustice in a more emotionally neutral party.


� Clotilde Calabi develops one such recent view, holding that “Emotions are modes of our sensitivity to certain saliences” (2005, 262). 


� Calabi similarly notes that the properties to which we are sensitive via our emotions “belong to the class of evaluative properties” (1995, 262). 


� Though I shall put it in phenomenological terms to keep the terms of discussion consistent and avoid various side issues, this idea parallels and is inspired by a suggestion of Robert Lurz (2006). He argues that we should not accept the orthodox view that, whether we are believing, desiring, intending, or hoping, the contents of the experiences may be the same proposition (that-P). Following Paul Grice (2001), Lurz suggests that experiences with such different attitudes do not take the same proposition as content, but instead take propositions in different moods, “For example, if I believe that there is world peace, the proposition that is the content of my attitude is, presumably, the proposition that there is world peace… Likewise, if you desire that there be world peace, the proposition that is the content of your attitude is, presumably, the proposition that there be world peace…” (2006, 344-5).


� Again, certain obvious counterexamples might be avoided by taking these showings-up as to-be-done, desirable, or scary to be non-conceptual, distinct from cases in which we might reflectively and dispassionately cognitively evaluate tasks as to-be-done or objects as desirable.
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